Detection of ADHD based on Eye Movements
during Natural Viewing
Shuwen Deng1 , Paul Prasse1 , David R. Reich1 , Sabine Dziemian2 ,
Maja Stegenwallner-Schütz1,3 , Daniel Krakowczyk1 , Silvia Makowski1 ,
Nicolas Langer2 , Tobias Scheffer1 , and Lena A. Jäger1,4
Department of Computer Science, University of Potsdam, Potsdam, Germany
2
Department of Psychology, University of Zurich, Zurich, Switzerland
3
Department of Inclusive Education, University of Potsdam, Potsdam, Germany
Department of Computational Linguistics, University of Zurich, Zurich, Switzerland
1

4

Abstract. Attention-deficit/hyperactivity disorder (ADHD) is a neurodevelopmental disorder that is highly prevalent and requires clinical
specialists to diagnose. It is known that an individual’s viewing behavior,
reflected in their eye movements, is directly related to attentional mechanisms and higher-order cognitive processes. We therefore explore whether
ADHD can be detected based on recorded eye movements together with
information about the video stimulus in a free-viewing task. To this end,
we develop an end-to-end deep learning-based sequence model which we
pre-train on a related task for which more data are available. We find
that the method is in fact able to detect ADHD and outperforms relevant baselines. We investigate the relevance of the input features in an
ablation study. Interestingly, we find that the model’s performance is
closely related to the content of the video, which provides insights for
future experimental designs.
Keywords: ADHD detection · eye movements · free-viewing · deep
learning · deep sequence models

1

Introduction

Attention-deficit/hyperactivity disorder (ADHD) is one of the most common
neurodevelopmental disorders of childhood affecting approximately 5 to 13 percent of the children of an age cohort, depending on the diagnostic procedure
used [37,42,26]. ADHD is characterized by persistent inattention, high levels of
hyperactivity, and impulsivity [2].
The diagnosis of ADHD requires clinical assessment by specialists and typically involves self- and informant reports through clinical interviews and the use
of rating scales. Informant reports can be obtained from close family members,
teachers, or partners, depending on the age of the candidate. Since the clinical assessment is heavily influenced by subjective reports and ratings, it also
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incurs the risk to reflect social or cognitive biases. The Strengths and Weaknesses of ADHD-Symptoms and Normal-Behavior (SWAN) rating scale [36] is a
well-established screening tool based on a questionnaire that has to be filled out
by parents or teachers. The SWAN scale registers symptoms of inattention, hyperactivity, and impulsivity yielding the so-called SWAN score. Specifically, the
SWAN rating scale probes behaviors according to the full spectrum of symptom
severity, which ranges from functionality to dysfunctionality [36,5].
The lack of comprehensive, objective assessment tools, developmental changes
in the presentation of symptoms [4], and the high rates of co-morbidities [2]
present a major challenge to ADHD assessment and ultimately increases the
risk of under- or overdiagnosis. While a false negative can lead to the denial of
treatment, a false positive can lead to inappropriate treatment, both of which
may have detrimental effects on an individual’s ability to function at school,
professionally and socially as well as on their overall well-being. This motivates
the development of fully automatic screening tools that can be applied at large
to people at-risk or with a suspicion of having ADHD, thereby increasing the
accessibility of ADHD screening opportunities as well as the objectivity of the
screening method prior to specialist assessment.
Eye movements can be classified into so-called oculomotor events. These include fixations (≈ 200–300 ms), during which the eye is relatively still and visual
information is obtained, and saccades, which are fast relocation movements of
the eye gaze between any two fixations (≈ 30–80 ms) [12]. A sequence of fixations
is referred to as a scanpath. As eye movements are known to reflect cognitive processes including attentional mechanisms [17,10], they are considered a window on
mind and brain [40]. For several decades, they have been used as a gold-standard
measure in cognitive psychology [27]. Researchers from the field of cognitive psychology typically treat eye movements as the dependent variable to investigate
the effect of experimental manipulation of the stimulus and hence model it as
the target variable. By contrast, more recent research has demonstrated the potential of treating eye movements as the independent variable (i.e., the model
input) to infer the properties of the viewer. For example, it has been shown that
eye-tracking data can be used to discriminate between different cognitive states
[11], personal traits [13], or cognitive load [31]. A major challenge in using eye
movements to make inferences about a viewer is the high degree of individual
variability in the eye-tracking signal. The dominance of individual characteristics in the eye-tracking data explains why machine-learning methods for viewer
identification perform very well [22,24], whereas models for other inference tasks
typically perform at best at a proof-of-concept level or slightly above chance
level. Another major challenge for the development of machine learning methods for the analysis of eye-tracking data is data scarcity. Since the collection of
high-quality eye-tracking data is resource-intensive, only very few large data sets
exist.
Differences in viewing behavior between individuals with and without ADHD
have been found using eye-tracking tasks in which participants were required
to make voluntary eye movements towards or away from a stimulus (so-called
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pro- or anti-saccade tasks) [25,18]. These findings motivate our approach of developing a screening tool that processes each individual’s eye movements and
simultaneously takes into account information about the visual stimulus.
The contribution of this paper is fourfold. First, we provide a new state-ofthe-art model to detect ADHD from eye movements in a natural free-viewing task
and evaluate the performance of this model and relevant reference methods on a
real-world data set. Second, we provide an extensive investigation of the relevance
of the different input features in i) an ablation study and ii) by computing feature
importances. Third, we demonstrate that transfer learning bears the potential
to overcome the problem of data scarcity in eye-tracking research. Last but
not least, we release a preprocessed free-viewing eye-tracking data set for the
detection of ADHD.
The remainder of this paper is structured as follows. Section 2 discusses
related work and Section 3 lays out the problem setting. We develop a model
architecture for the detection of ADHD in Section 4 and introduce the dataset in
Section 5. In Section 6 we present the experimental findings while in Section 7,
we discuss the results. Section 8 concludes.

2

Related Work

Machine learning methods have been applied for the purpose of ADHD detection to different types of diagnostic data; e.g., data of Conners’ Adult ADHD
Rating Scales [6], EEG signals [38], and functional Magnetic Resonance Imaging (fMRI) data [8] recorded in resting state. The rapid development of affordable
eye-tracking hardware offers new possibilities for non-invasive, rapid, and even
implicit screenings that do not have to rely on self-, parent, or teacher reports.
In the following section, we briefly review the work related to the use of machine
learning methods with the purpose of identifying individuals with ADHD, with
a particular focus on eye movement data.
ADHD detection has been conducted based on eye movements collected during different types of tasks, such as reading [7], a reading span task [14], or
continuous performance tests [21]. These tasks impose certain requirements on
the participants in order to ensure the validity of the measurement; e.g., participants need to have already acquired a certain level of reading skills or have to
understand and comply with complex task instructions. Moreover, it has been
shown that under instructed conditions, eye movements are less affected by the
type of content (e.g., emotional content) that is displayed than in natural viewing
[19]. In order to reduce such limitations, first attempts have been made to detect
ADHD on the basis of their eye movements in task-free viewing. In contrast to
previous methods, this approach bears the potential to be applied already to
very young children, which, in turn, allows them to gain access to treatment
from a young age onwards. Early identification and treatment are crucial for
mitigating the development of ADHD and its negative long-term consequences
on individuals’ functioning and overall well being [15,28].
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Galgani et al. [9] proposed three methods for ADHD detection through an
image viewing task that they evaluated on participants with a comparatively
wide age range (9-59 years). Among these methods, the best-performing approach is based on the Levenshtein distance. This method uses regions of interest
(ROI)-based alphabet encoding, which transforms a sequence of fixations into a
sequence of symbols by assigning symbols to different ROIs. To classify a new
instance, they compute the Levenshtein distance of the corresponding symbol
sequence to instances in the ADHD group and the control group. A smaller average distance to a group indicates greater similarity to that group, and thus
the corresponding group label is assigned to the instance. While this approach
takes into account the spatial information of the sequence of fixations, it fails to
consider the temporal information of fixations; i.e., the fixation duration.
Instead of using a binary classifier for ADHD detection only, Tseng et al. [39]
proposed a three-class classifier to differentiate between children with ADHD,
children with fetal alcohol spectrum disorder, and control children, based on eye
movements recorded during watching video clips of 15 minutes. They combined
gaze features with visual saliency information of the stimulus computed with a
saliency model. However, they rely on engineered features that aggregate the eye
gaze events over time (e.g., median saccade duration or saccade peak velocity)
at the cost of the sequential information in the eye gaze signal not being used.
More research has focused on using machine learning to detect other neurodevelopmental disorders [16,41]. For example, Jiang et al. [16] proposed to
detect autism spectrum disorder (ASD) from eye-tracking data collected while
viewing images, in which they used a neural network to explicitly model the differences in eye movement patterns between two groups. The main limitation of
this method is that for each image only a fixed number of fixations are analyzed,
which potentially causes information loss.

3

Problem Setting

We study the problem of ADHD detection. While watching a video, the eye
gaze of the j-th individual is recorded as a sequence of fixations, denoted as
Pj = {(x1 , y1 , t1 ), . . . , (xM , yM , tM )}, where xm , ym are the m-th fixation location, tm is the fixation duration, and M is the total number of recorded fixations. Provided a fixed video frame rate, we can use the temporal information
to map the fixations to the corresponding video frames V , such that semantic information can be associated with eye-gaze. The training set consists of
D = {(P1 , V, c1 ), . . . , (PJ , V, cJ )}, where Pj and V represent the j-th individual’s aligned fixation sequences and video frames, and cj is the label for whether
an individual has ADHD. The objective is to train a classifier that identifies
individuals with ADHD, which is a binary classification problem.
By varying the decision threshold for a learned model, we can plot the receiver operating characteristic (ROC) curve of the true positive rates versus
false-positive rates, and finally compute the area under the curve (AUC) which
is the area under the ROC curve and is used as a quantitative indicator of
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classification performance. We use the AUC as the evaluation metric, which is
insensitive to the uneven distribution of classes.

4

Method

In this section we introduce our model and the pre-training task used to initialize
the weights for the final task of ADHD classification.
4.1

Model

We propose an end-to-end trained neural sequence model to classify gaze sequences as belonging to an individual with or without ADHD. Figure 1 shows
an overview of our proposed method. We preprocess the raw eye-tracking, which
consists of horizontal and vertical screen coordinates recorded with a sampling
rate of 60 or 120 Hz into sequences of fixations using the Dispersion-Threshold
Identification algorithm [29]. The model takes as input the eye gaze sequence
(scanpath) and the video clip on which this scanpath has been generated.
Based on our review of the literature, we hypothesized that the eye gaze of
individuals with ADHD interacts differently with the visual stimulus in comparison to typically developing controls. We therefore use saliency maps to highlight
possible regions of interest in a scene. We use a state-of-the-art saliency model,
DeepGaze II [20], to compute saliency maps for our video stimuli. DeepGaze II
uses VGG-19 features that were trained on an object recognition task [34] and
feeds them into a second network that is trained to predict a probability distribution of fixation locations on a given image.
For each video frame i of size (W, H), the pre-trained DeepGaze II model
generates a saliency map S (i) ∈ RH×W . We then apply min-max normalization
to transform S (i) to the range of [0, 1]. To extract the normalized saliency value of
(i)
each fixation location, we create an extraction mask, Em ∈ RH×W , for the m-th
(i)
fixation on the i-th video frame. More specifically, Em is generated by setting the
fixation location to one and all other cells to zero. We then smooth the extraction
mask with a Gaussian kernel (standard deviation σ = 1.5◦ ) and normalize it.
The Gaussian kernel is applied to account for the parafoveal information intake
around the center of the fixation [12]. Eventually, the saliency value for the m-th
fixation is given by:


(i)
sm = 1H Em
S (i) 1TW ,
(1)
where is the Hadamard product and 1d is an all-ones row vector of dimension d.
In case a fixation spans multiple frames, we use the central frame for the saliency
computation. The extracted sequence of saliency values is concatenated with
the fixation locations (represented in degrees of visual angle) and the fixation
durations (see Figure 1). Finally, we apply z-score normalization to each of these
feature channels.
We then feed these feature channels into a 1D-convolutional neural network (CNN) to perform the ADHD classification. Panel (b) of Figure 1 depicts
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Fig. 1: Proposed network architecture. Panel (a) shows the complete architecture
and Panel (b) shows the 1D-CNN denoted as “CNN" in Panel (a). The model is
pre-trained to predict the viewer’s SWAN score (regression task) and fine-tuned
for ADHD classification.
the details of the CNN architecture. The CNN consists of four one-dimensional
convolutional layers with rectified linear unit (ReLU) activation functions, followed by two linear fully-connected layers. We apply ReLU to the first layer
and sigmoid to the last layer. Each convolutional layer is followed by a batch
normalization layer and an average pooling layer with a pooling size of 2. The
parameters k, s and f , specify the kernel size, the stride size, and the number
of filters for the convolutions, respectively. A dropout layer with a rate of 0.4
is added before the first dense layer to prevent over-fitting. Finally, the neural
network is optimized using the binary cross-entropy metric.
4.2

Pre-training

The number of data points from individuals with diagnosed ADHD and negativelydiagnosed controls in the dataset is limited. We therefore pre-train our model
on a relevant task for which more data is available. Specifically, we pre-train our
neural network on a regression task predicting an individual’s SWAN score. An
individual’s SWAN score is highly relevant to the diagnosis of ADHD; using the
SWAN score to classify individuals with and without ADHD yields an AUC of
0.878 (standard error = 0.007). We therefore capitalize on the SWAN score to
enable the model to detect ADHD-related patterns in the eye movements and
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perform pre-training on the SWAN prediction dataset (see Section 5 for details
on the datasets).
For pre-training, we replace the sigmoid output unit with a linear output unit
for the regression setting. We apply the mean squared error as loss function. The
pre-trained weights are then used to initialize the ADHD classification model.

5

Datasets

The data for this study is part of the ongoing Healthy Brain Network (HBN)5
initiative by the Child Mind Institute [1], establishing a biobank of multi-modal
data of children and adolescents. The data analyzed here includes all participants
of the HBN up to the 6th release. Participants from the 7th release were included
if their data acquisition took place until the end of the season “Spring 2019”.
Naturalistic Stimuli Paradigm The tasks analyzed in this study include all
free-viewing naturalistic stimuli paradigms of the test battery. Participants were
shown four different age-appropriate videos with audio track: (1) an educational
video clip (Fun with Fractals, 2:43 min), (2) a short animated film (The Present,
3:23 min), (3) a short clip of an animated film (Despicable Me, 2:50 min), and (4)
a trailer for a feature-length film (Diary of a Wimpy Kid, 1:57 min). There were
no instructions given for watching the videos. The order of the videos within the
test battery was randomized for each participant except for The Present always
being shown last.
Eye-Tracking Monocular eye gaze data of the right eye was recorded with
an infrared video-based eye tracker (iView-X Red-m, SensoMotoric Instruments
[SMI] GmbH, spatial resolution: 0.1◦ , accuracy: 0.5◦ ). The eye gaze was recorded
at a sampling rate of 60 Hz or 120 Hz, depending on the testing site. In between
each task, the eye tracker was calibrated using a 5-point grid.
Participants The recruited participants were initially screened for having symptoms of any mental disorder. Clinical diagnoses were provided in accordance with
the current edition of the Diagnostic and Statistical Manual of Mental Disorders (DSM-V) [2], and based on a consensus by multiple licensed clinicians. A
total of 1,246 participants were included in the study, whose tracker loss was
less than 10%. 232 participants (178 were male and 54 were female) with an age
range of 6–21 years (mean age 9.97 years ± 3 years) were selected on the basis
of having received an ADHD diagnosis (including the predominantly inattentive
presentation, predominantly hyperactive-impulsive presentation, and combined
presentation of ADHD) and having no past or current co-morbidity according
to the DSM-V. These participants were assigned to the ADHD group. A group
of 152 participants (71 were male and 81 were female) with an age range of
5
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6–21 years (10.42 years ± 3.31 years) were assigned to the control group whose
psychological assessment indicated no past or current presence of any mental disorder according to the DSM-V. All remaining 862 participants are included for
hyperparameter tuning and pre-training the models. Hereafter, we refer to the
subset of the data that contains recordings from the ADHD and control groups
as ADHD classification dataset and the subset used for hyperparameter tuning
and pre-training as SWAN prediction dataset. Note that for some participants
recordings are available only from a subset of the four videos, as detailed in
Table 1. In addition to the diagnostic assessment, SWAN scores for participants
were obtained through the SWAN scale as a measure of ADHD-related symptom
severity [36].

Table 1: Number of individuals in the data. Numbers in parentheses show the
number of ADHD (A) and healthy controls (C).
Video
Fun with Fractals
The Present
Despicable Me
Diary of a Wimpy Kid

6

ADHD classification dataset SWAN prediction dataset
67 (48 A, 19 C)
276
159 (111 A, 48 C)
444
315 (187 A, 128 C)
656
340 (202 A, 138 C)
736

Experiments

In this section, we describe the experiments we conducted to evaluate our proposed approach and compare it with relevant reference methods. The code and
data are available online.6
6.1

Evaluation Protocol

We perform 10 resamplings of 10-fold cross-validation while splitting the data
by individuals. That means we test the model on the gaze sequence of unknown
individuals, while the video stimulus has already been seen during training. We
use the same data splits for all models to ensure a fair comparison.
To evaluate the different models for different videos, we train a separate
model for each video with and without pre-training. All neural network models
are trained, using the Keras and Tensorflow libraries with the Adam optimizer
on an NVIDIA A100-SXM4-40GB GPU.
6
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Reference Methods

We compare our model with two relevant baseline methods. The first is the
Levenshtein distance-based method proposed by Galgani et al. [9] (see Section 2).
This method was originally intended for the image domain, which is not directly
applicable to our video-based data. Therefore, instead of considering only the
fixation sequences on a single image, we adapt it to a video-based classifier by
calculating the Levenshtein distance based on the fixation sequences across the
whole video.
Our second reference method is an approach proposed by Tseng et al. [39],
in which a support vector machine (SVM) classifier is trained on aggregated
engineered features extracted from eye gaze data collected while watching a 15minute video composed of 2–4 s unrelated clip snippets. Tseng et al. focuses on
ADHD detection in young children only, while the data collected from young
adults is used as a reference to compute group-based features. Due to the lack of
young individuals in the control group, we are not able to compute these groupbased features and thus exclude them in our implementation. Nevertheless, we
implement all the remaining saliency- and gaze-based features and report the
results of the model that is trained with recursive feature elimination as proposed
by Tseng et al. [39]. To extract the saliency maps used by Tseng et al. we use
the publicly available toolkit7 .
6.3

Hyperparameter Tuning

To find the optimal parameter setup for the architecture introduced in Section 4.1 we perform a random grid search using 5-fold cross-validation on the
SWAN prediction dataset. Table 2 shows the search space for the parameters
used during hyperparameter optimization where we restrict the kernel size of
the convolutional layers to be less than or equal to the kernel size of the previous layer and the number of filters to be greater than or equal to the number
of filters in the previous layer. Furthermore, the stride size is set to 1 when the
kernel size is less than or equal to 5, and is restricted to be smaller than or equal
to 2 when the kernel size is equal to 7. We use the data from the SWAN prediction dataset and predict the SWAN score to evaluate the stated hyperparameter
configurations. The best performing configuration can be found in Figure 1 and
is used for all subsequent experiments.
6.4

Results

In Table 3, we present the evaluation results of our proposed models and the
reference methods on all available videos. Except for the video Diary of a Wimpy
Kid, our proposed method (with and without pre-training) performs significantly
above chance level (p < 0.05). The best results are achieved for the video Fun
with Fractals. With regard to this video, the model trained from scratch achieves
7
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Table 2: Parameter used for hyperparameter optimization.
Parameter
# conv layers
kernel size
# filters
stride size
# fully connected layers
# hidden units
dropout rate
pooling layer type

Search space
{3, 4, 5, 6, 7, 8, 9}
{3, 5, 7, 9, 11}
{8, 16, 32, 64}
{1, 2, 3}
{1, 2, 3}
{8, 16, 32, 64}
{0.2, 0.3, 0.4, 0.5, 0.6}
{max pooling, average pooling}

an AUC of around 0.58, and the pre-training further increases the performance
by around 10%. Also for the Fun with Fractals video, the results show that the
proposed method with pre-training outperforms both baselines. The comparison
between the four videos further shows that all methods except for the model
by Galgani et al. [9] perform best on the Fun with Fractals video. This may
indicate that certain properties of the stimulus video have an impact on how
well the models can distinguish between individuals with ADHD and controls.
To characterize the differences between the videos, we extracted contentrelated features from each video which arguably quantify the video’s degree of
contingency [30]: scene cut frequency, the proportion of frames showing at least
one face, and the total number of characters that appear in the video (see Fig. 2).
The movie trailer Diary of a Wimpy Kid has a large number of character appearances, a higher proportion of frames showing faces, and more frequent scene
transitions. This arguably renders the video more engaging also for the ADHD
group, which, in turn, may make their viewing behavior similar to the control
group. The educational video Fun with Fractals, by contrast, shows a low level of
exciting content: The video mostly consists of relatively static scenes. According
to the distinction between intact contingency-shaped and impaired predominantly self-regulatory processes of sustained attention among individuals with
ADHD [3], their viewing behavior should be impacted by the video characteristics. Since the educational video contains less contingency, eye movements of
individuals with ADHD may display more distinctive information for this video.
6.5

Ablation Study and Feature Importance

In this section, we investigate the impact of each input feature of the proposed
model with pre-training (CNN@Pre-tr) on the performance of the four different
videos (see Table 4). In a second experiment, we look into the distribution of
attribution scores using the attribution method DeepLIFT [32], which is designed
to explain model predictions.
Our proposed model consumes three different types of inputs: saliency, fixation duration, and fixation location. Table 4 shows the results for models trained
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Table 3: AUC values ± standard error for ADHD detection of the CNN model
with (CNN@Pre-tr.) and without (CNN@Scratch) pre-training. Galgani et al.
and Tseng et al. refer to our re-implementation and adaptation to the data
of their proposed method (see Section 6.2). The asterisk * indicates that the
performance is significantly better than random guessing. The dagger † shows
models significantly worse than the best model.

0.6
0.5
0.4
0.3
0.2
0.1
0.0

Video

0.6
0.5
0.4
0.3
0.2
0.1
0.0

Video

Total number of characters

Diary of a
Wimpy Kid
CNN@Scratch 0.583 ± 0.026*
0.553 ± 0.017* 0.55 ± 0.01*
0.486 ± 0.01
CNN@Pre-tr.
0.646 ± 0.025* 0.554 ± 0.016* 0.544 ± 0.01*
0.503 ± 0.01
Galgani et al. [9] 0.33 ± 0.022†
0.526 ± 0.017
0.523 ± 0.012* 0.515 ± 0.01
Tseng et al. [39] 0.608 ± 0.023*
0.418 ± 0.015† 0.561 ± 0.011* 0.465 ± 0.01

Share of frames with faces

Fun with Fractals The Present

Average scene cut per second

Method

Despicable Me

Fun with Fractals
The Present
Despicable Me
Diary of a Wimpy Kid

15.0
12.5
10.0
7.5
5.0
2.5
0.0

Video

Fig. 2: Video Features of different video stimuli.

without the saliency, fixation duration, and fixation location input in comparison
to the model using all inputs. From Table 4 we can conclude that removing any
of the input channels lowers the model’s performance for the Fun with Fractals
video. The drop in AUC is similar for each of the three components. Despite the
drop in performance, we see that our model still outperforms both the model
trained from scratch (CNN@Scratch) and the baseline models (see Table 3),
which underlines the benefit of pre-training as well as the advantage of using
multiple input channels. For the other three videos, we observe that removing
one of the input channels does not have a systematic impact on the model’s
performance.
In the second set of experiments, we investigate the feature importance of
each input channel. To this end, we employ the post-hoc attribution method
DeepLIFT [32], which belongs to the family of reference-based attribution methods. For each model prediction, these methods explain the difference in model
output with respect to a previously chosen reference input. The explanations
are provided as attribution values for each input feature and quantify the relevance to the model output. The resulting attributions can then be interpreted as
a computationally less expensive approximation of SHAP values [23]. Figure 3
displays two example instances for an individual with and without ADHD, re-
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Table 4: Results of the ablation study. The table shows AUC values ± standard
error for our proposed model (CNN@Pre-tr.) trained with and without specific
input features.
Model

Fun with Fractals The Present

Despicable Me Diary of a
Wimpy Kid
complete
0.646 ± 0.025* 0.554 ± 0.016* 0.544 ± 0.01* 0.503 ± 0.01
w/o saliency
0.623 ± 0.026*
0.556 ± 0.016* 0.545 ± 0.01* 0.494 ± 0.011
0.534 ± 0.016* 0.536 ± 0.011* 0.51 ± 0.01
w/o fix. duration 0.619 ± 0.027*
w/o fix. location 0.622 ± 0.026*
0.551 ± 0.015* 0.542 ± 0.01* 0.526 ± 0.009*

y

attribution
attribution

x
x

+1+1

sal dur y
sal attribution
dur y

x

+1

sal

dur

0

fixation sequence

(a) Individual with ADHD.

1

00

fixation
fixationsequence
sequence
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(b) Individual without ADHD.

Fig. 3: Example attributions for individual instances (ADHD and control group).
The black lines represent the values of the input channel labelled on the y-axis.
Red background colors show attribution relevance for ADHD, blue background
colors show attribution relevance for the control group. Dark colors represent a
high relevance, light colors a low relevance.

spectively. These examples indicate that i) the attributions are spread relatively
evenly over time and ii) the model uses all the available input channels. This is in
line with our observation from the first part of the ablation study and confirms
that all the input channels add valuable information.
To determine the overall importance of each input channel we compute attributions for all instances of the ADHD classification dataset. We take the absolute
values of the attributions and normalize the attributions for each instance to the
range from zero to one. Figure 4 depicts the resulting box plot grouped by channels and videos. For all videos, the saliency channel is attributed with the highest
relevance overall. While for the videos Despicable Me and Diary of a Wimpy Kid
the fixation location channels are about as relevant as fixation duration, the relevance is noticeably higher for the Fun with Fractals video. Fixation duration is
among the lowest attributed channels for all four videos. Note that the attribution of the two individual positional channels for the fixation location will add
up to more relevance when not treated individually.
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Fig. 4: Attribution box plot. Each video has a separate column with boxes for all
four channels. Median value is represented by the horizontal black line in each
box, mean value by the centered white dot. Whiskers are set to a 1.5 IQR value.
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Discussion

Our proposed model achieves state-of-the-art results in the detection of ADHD
from eye movements. We developed a deep neural network that integrates a sequential stimulus, a video clip, with the corresponding gaze sequence. In contrast
to previous research, we do not aggregate the eye gaze sequence over time, but
rather developed a sequence model, that processes the unaggregated scanpath
together with the saliency information of the visual stimulus that is currently
around the center of the visual field (parafoveal vision). Our investigation of
feature attributions revealed that the unaggregated information in the data is
indeed used by the model. We have further demonstrated the advantage of pretraining the model on a different task with additional data obtained from individuals diagnosed with other neurodevelopmental disorders. Whereas transfer
learning approaches for predicting eye movements exist [35], to the best of our
knowledge, this is the first transfer learning approach processing eye-tracking
data as input. As the recording of eye-tracking data is resource-intensive, data
scarcity poses a major challenge to the development of machine learning methods
for the analysis of eye movements. Our work demonstrates that transfer learning
approaches with pre-training on a different domain or a different task offers the
potential to fully exploit the information that is available in eye-tracking data.
The task-free nature of the viewing setting allows us to interpret eye movements to reflect differences in visual attention allocation between individuals
with and without ADHD [19]. With regard to clinical implications for ADHDspecific behavior, the model’s successful prediction of ADHD group membership corroborates previous reports of distinctive eye movements displayed by
individuals with ADHD in contrast to typically developing individuals. This
interpretation is also supported by comparisons between the different videos.
When comparing the model’s performance for the different videos, we noted a
substantial improvement for the educational Fun with Fractals video in comparison to the other three video clips. According to a distinction between intact contingency-shaped and impaired predominantly self-regulatory processes
of sustained attention among individuals with ADHD [3], their viewing behav-
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ior should be impacted by the video characteristics. Since the educational video
contains less contingency, eye movements from individuals with ADHD should
exhibit a larger degree of dissimilarity from controls on this video. Our finding
that differences in eye movements between individuals with and without ADHD
are most pronounced on a less engaging video supports previous clinical findings [33], according to which the demand of self-regulatory functioning impacts
the performance of individuals with ADHD.

8

Conclusion

We developed a neural sequence model that reaches state-of-the-art performance
in the classification of viewers with and without ADHD based on their eye gaze
on a given video stimulus. Our method is widely applicable for the analysis of
eye gaze data: It can be applied to any inference task that uses eye movements
and a static or moving visual stimulus as input. We have further demonstrated
that the problem of data scarcity in eye-tracking research can be alleviated by
pre-training on a different task for which more labeled data is available and by
fine-tuning on the target setting. In conclusion, our method bears the prospective
advantage of systematically exploiting eye movements in naturalistic settings for
diagnostic purposes that includes, but is not limited to ADHD detection, and at
the same time broadens our behavioral understanding of the disorder.
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Ministry of Education and Research (grant 01|S20043) and a ZNZ PhD grant.

References
1. Alexander, L.M., Escalera, J., Ai, L., Andreotti, C., Febre, K., Mangone, A., VegaPotler, N., Langer, N., Alexander, A., Kovacs, M., et al.: An open resource for
transdiagnostic research in pediatric mental health and learning disorders. Scientific Data 4(1), 1–26 (2017)
2. American Psychiatric Association: Diagnostic and statistical manual of mental
disorders. Arlington, VA, 5 edn. (2013)
3. Barkley, R.A.: Behavioral inhibition, sustained attention, and executive functions:
Constructing a unifying theory of ADHD. Psychological Bulletin 121(1), 65–94
(1997)
4. Biederman, J., Mick, E., Faraone, S.V.: Age-dependent decline of symptoms of attention deficit hyperactivity disorder: Impact of remission definition and symptom
type. American Journal of Psychiatry 157(5), 816–818 (2000)
5. Brites, C., Salgado-Azoni, C.A., Ferreira, T.L.L., Lima, R.F., Ciasca, S.M.: Development and applications of the SWAN rating scale for assessment of attention
deficit hyperactivity disorder: A literature review. Brazilian Journal of Medical and
Biological Research 48, 965–972 (2015)
6. Christiansen, H., Chavanon, M.L., Hirsch, O., Schmidt, M.H., Meyer, C., Müller,
A., Rumpf, H.J., Grigorev, I., Hoffmann, A.: Use of machine learning to classify
adult ADHD and other conditions based on the Conners’ Adult ADHD Rating
Scales. Scientific Reports 10(1), 1–10 (2020)

Detection of ADHD based on Eye Movements during Natural Viewing

15

7. De Silva, S., Dayarathna, S., Ariyarathne, G., Meedeniya, D., Jayarathna, S.,
Michalek, A.M., Jayawardena, G.: A rule-based system for ADHD identification
using eye movement data. In: MERCon 2019. pp. 538–543 (2019)
8. Deshpande, G., Wang, P., Rangaprakash, D., Wilamowski, B.: Fully connected cascade artificial neural network architecture for attention deficit hyperactivity disorder classification from functional magnetic resonance imaging data. IEEE Transactions on Cybernetics 45(12), 2668–2679 (2015)
9. Galgani, F., Sun, Y., Lanzi, P.L., Leigh, J.: Automatic analysis of eye tracking
data for medical diagnosis. In: IEEE CIDM 2009. pp. 195–202 (2009)
10. Henderson, J.M.: Human gaze control during real-world scene perception. Trends
in Cognitive Sciences 7(11), 498–504 (2003)
11. Henderson, J.M., Shinkareva, S.V., Wang, J., Luke, S.G., Olejarczyk, J.: Predicting
cognitive state from eye movements. PloS one 8(5) (2013)
12. Holmqvist, K., Nyström, M., Andersson, R., Dewhurst, R., Jarodzka, H., Van de
Weijer, J.: Eye tracking: A comprehensive guide to methods and measures. Oxford
University Press, Oxford (2011)
13. Hoppe, S., Loetscher, T., Morey, S.A., Bulling, A.: Eye movements during everyday
behavior predict personality traits. Frontiers in Human Neuroscience 12 (2018)
14. Jayawardena, G., Michalek, A., Jayarathna, S.: Eye tracking area of interest in the
context of working memory capacity tasks. In: IEEE IRI 2019. pp. 208–215 (2019)
15. Jensen, P.S., Hinshaw, S.P., Swanson, J.M., Greenhill, L.L., Conners, C.K., Arnold,
L.E., Abikoff, H.B., Elliott, G., Hechtman, L., Hoza, B., March, J.S., Newcorn,
J.H., Severe, J.B., Vitiello, B., Wells, K., Wigal, T.: Findings from the NIMH
Multimodal Treatment Study of ADHD (MTA): Implications and applications for
primary care providers. Journal of Developmental and Behavioral Pediatrics 22,
60–73 (2001)
16. Jiang, M., Zhao, Q.: Learning visual attention to identify people with autism spectrum disorder. In: IEEE ICCV. pp. 3267–3276 (2017)
17. Just, M.A., Carpenter, P.A.: Eye fixations and cognitive processes. Cognitive Psychology 12(4), 441–480 (1976)
18. Klein, C., Raschke, A., Brandenbusch, A.: Development of pro- and antisaccades
in children with attention-deficit hyperactivity disorder (ADHD) and healthy controls. Psychophysiology 40(1), 17–28 (2003)
19. Kulke, L., Pasqualette, L.: Emotional content influences eye-movements under natural but not under instructed conditions. Cognition and Emotion 36(2), 332–344
(2022)
20. Kummerer, M., Wallis, T.S., Gatys, L.A., Bethge, M.: Understanding low-and highlevel contributions to fixation prediction. In: IEEE ICCV. pp. 4789–4798 (2017)
21. Lev, A., Braw, Y., Elbaum, T., Wagner, M., Rassovsky, Y.: Eye tracking during
a continuous performance test: utility for assessing ADHD patients. Journal of
Attention Disorders 26(2), 245–255 (2022)
22. Lohr, D., Griffith, H., Aziz, S., Komogortsev, O.: A metric learning approach to
eye movement biometrics. In: IEEE IJCB 2020. pp. 1–7 (2020)
23. Lundberg, S., Lee, S.I.: An unexpected unity among methods for interpreting model
predictions. arXiv preprint arXiv:1611.07478 (2016)
24. Makowski, S., Prasse, P., Reich, D.R., Krakowczyk, D., Jäger, L.A., Scheffer, T.:
Deepeyedentificationlive: Oculomotoric biometric identification and presentationattack detection using deep neural networks. IEEE Transactions on Biometrics,
Behavior, and Identity Science (2021)
25. Munoz, D.P., Everling, S.: Look away: the anti-saccade task and the voluntary
control of eye movement. Nature Reviews Neuroscience 5(3), 218–228 (2004)

16

Deng et al.

26. Polanczyk, G., De Lima, M.S., Horta, B.L., Biederman, J., Rohde, L.A.: The worldwide prevalence of ADHD: A systematic review and metaregression analysis. American Journal of Psychiatry 164(6), 942–948 (2007)
27. Rayner, K.: Eye movements in reading and information processing: 20 years of
research. Psychological Bulletin 124(3), 372–422 (1998)
28. Rubia, K., Alegria, A., Brinson, H.: Imaging the ADHD brain: Disorder-specificity,
medication effects and clinical translation. Expert Review of Neurotherapeutics
14(5), 519–538 (2014)
29. Salvucci, D.D., Goldberg, J.H.: Identifying fixations and saccades in eye-tracking
protocols. In: ETRA 2020. pp. 71–78 (2000)
30. Schwenzow, J., Hartmann, J., Schikowsky, A., Heitmann, M.: Understanding videos
at scale: How to extract insights for business research. Journal of Business Research
123, 367–379 (2021)
31. Shojaeizadeh, M., Djamasbi, S., Paffenroth, R.C., Trapp, A.C.: Detecting task
demand via an eye tracking machine learning system. Decision Support Systems
116, 91–101 (2019)
32. Shrikumar, A., Greenside, P., Kundaje, A.: Learning important features through
propagating activation differences. In: ICML 2017. pp. 3145–3153 (2017)
33. Silverstein, M.J., Faraone, S.V., Leon, T.L., Biederman, J., Spencer, T.J., Adler,
L.A.: The relationship between executive function deficits and DSM-5-defined
ADHD symptoms. Journal of Attention Disorders 24, 41–51 (2020)
34. Simonyan, K., Zisserman, A.: Very deep convolutional networks for large-scale image recognition. In: International Conference on Learning Representations (ICLR)
(2015)
35. Sood, E., Kögel, F., Müller, P., Thomas, D., Bace, M., Bulling, A.: Multimodal
integration of human-like attention in visual question answering. arXiv 2109.13139
(2021)
36. Swanson, J.M., Schuck, S., Porter, M.M., Carlson, C., Hartman, C.A., Sergeant,
J.A., Clevenger, W., Wasdell, M., McCleary, R., Lakes, K., et al.: Categorical and
dimensional definitions and evaluations of symptoms of ADHD: History of the
SNAP and the SWAN rating scales. The International Journal of Educational and
Psychological Assessment 10(1), 51 (2012)
37. Thomas, R., Sanders, S., Doust, J., Beller, E., Glasziou, P.: Prevalence of attentiondeficit/hyperactivity disorder: A systematic review and meta-analysis. Pediatrics
135(4), e994–e1001 (2015)
38. Tor, H.T., Ooi, C.P., Lim-Ashworth, N.S.J., Wei, J.K.E., Jahmunah, V., Oh, S.L.,
Acharya, U.R., Fung, D.S.S.: Automated detection of conduct disorder and attention deficit hyperactivity disorder using decomposition and nonlinear techniques
with eeg signals. Computer Methods and Programs in Biomedicine 200, 105941
(2021)
39. Tseng, P.H., Cameron, I.G., Pari, G., Reynolds, J.N., Munoz, D.P., Itti, L.: Highthroughput classification of clinical populations from natural viewing eye movements. Journal of Neurology 260(1), 275–284 (2013)
40. van Gompel, R.P.G., Fischer, M.H., Murray, W.S., Hill, R.L. (eds.): Eye movements: A window on mind and brain. Elsevier (2007)
41. Wang, S., Jiang, M., Duchesne, X.M., Laugeson, E.A., Kennedy, D.P., Adolphs, R.,
Zhao, Q.: Atypical visual saliency in autism spectrum disorder quantified through
model-based eye tracking. Neuron 88(3), 604–616 (2015)
42. Willcutt, E.G.: The prevalence of DSM-IV attention-deficit/hyperactivity disorder:
A meta-analytic review. Neurotherapeutics 9(3), 490–499 (2012)

